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Abstract
Portrait pose transfer (PPT) requires generative
models to preserve fine-grained identity details
while following complex pose and layout mod-
ification instructions. Existing methods often
struggle with extensive data annotation require-
ments or employ optimization objectives that are
suboptimal for addressing PPT’s two key chal-
lenges. In this work, we propose PortraitRL,
a novel post-training framework that addresses
these challenges with a multi-objective reward
mechanism. Specifically, we employ LVLM-
based reward functions to effectively evaluate
PPT’s two challenges and apply within-group
standardization to eliminate scale differences, al-
lowing these rewards to effectively guide opti-
mization. More importantly, we devise a novel
reinforcement learning algorithm, Negative-aware
Score Preference Optimization (NaSPO), which
automatically identifies positive and negative pref-
erence samples through within-group advantages,
eliminating annotation requirements while fully
leveraging both positive and negative learning sig-
nals. Extensive experiments show state-of-the-art
performance, with significant improvements in
both detail preservation and editing accuracy.

1. Introduction
In the multimedia era, high-quality portrait photographs
have become an essential medium for personal expression
and branding. This has given rise to a novel and challenging
image editing task: Portrait Pose Transfer (PPT) (Sun et al.,
2026; Peng et al., 2024; Ye et al., 2023). As illustrated in Fig-
ure 1, conventional image editing typically involves simple
modifications with fixed layouts. In contrast, PPT presents
two unique challenges: (1) Complex modification instruc-
tion following. Generated images should follow complex
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Figure 1. Conventional image editing vs. Portrait Pose Transfer
(PPT). Unlike conventional editing with simple instructions and
fixed layouts, PPT handles complex pose and layout modifications
while preserving fine-grained identity details.

pose and layout modification instructions (Zhang et al.,
2023; Li et al., 2024a). (2) High-fidelity detail preserva-
tion. Generated images should faithfully retain fine-grained
details from the reference image, such as makeup, clothing,
and other visual characteristics (Ye et al., 2023).

Current methods (Ruiz et al., 2023; Zhang et al., 2023)
primarily rely on Supervised Fine-Tuning (SFT) to learn
this transformation using vast amounts of annotated triple
data (reference image, editing instruction, and target image).
However, acquiring high-quality image pairs with consistent
identities at scale is often prohibitively difficult in practice.
Moreover, PPT is intrinsically a one-to-many mapping prob-
lem, where a single pose instruction can correspond to multi-
ple valid spatial layouts. The rigid single-target supervision
in SFT over-penalizes reasonable structural variations that
deviate from the specific ground truth, thereby constraining
both model generalization and output diversity.

Recently, Reinforcement Learning (RL) (Shao et al., 2024;
Rafailov et al., 2023; Ethayarajh et al., 2024; Dai et al.,
2026) has been introduced to the image generation do-
main (Xu et al., 2023; Wu et al., 2023) to align model
behaviors with complex human preferences and improve
the perceptual quality of generated content. DPO-based
approaches (Wallace et al., 2024; Zhu et al., 2025) leverage
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annotated preference data to guide optimization, yet they
still face the challenge of data annotation difficulty. GRPO-
based methods (Liu et al., 2025a; Xue et al., 2025) reduce
annotation requirements by comparing samples within the
same generation group. However, these methods’ reward
functions are primarily designed for text-to-image genera-
tion tasks and lack effective mechanisms for complex edit-
ing scenarios, such as PPT. Furthermore, most approaches
employ CLIP-based models (Radford et al., 2021; Lu et al.,
2022; Wu et al., 2023; Jing et al., 2024) as reward models,
which can only capture coarse-grained semantic alignment
between the generated image and condition inputs. How-
ever, PPT demands highly accurate instruction following
and fine-grained detail preservation, rendering such global
similarity metrics inadequate.

To address these challenges, we propose PortraitRL,
a novel post-training framework for PPT with a Multi-
Objective Reward Mechanism. Specifically, to tackle PPT’s
two unique challenges of complex instruction following and
fine-grained detail preservation, we design two dedicated re-
ward objectives: prompt following and detail preservation.
Unlike conventional CLIP-based rewards that only capture
global similarity, we employ Large Vision-Language Model
(LVLM) based score functions that enable fine-grained eval-
uation. These LVLM-based scores simulate human judg-
ment criteria, providing human-preference assessments for
generated images. We further apply within-group standard-
ization to eliminate scale differences across both objec-
tives. We also devise Negative-aware Score Preference
Optimization (NaSPO), a novel GRPO-based RL algorithm
optimized with both positive and negative preference scores.
Unlike DSPO (Zhu et al., 2025), our NaSPO identifies posi-
tive and negative preferred samples through within-group
relative advantages, eliminating the need for manual an-
notation. Besides the positive preference score, NaSPO
additionally defines a negative preference score by leverag-
ing information from negative preferred samples, creating a
dual-preference mechanism. Extensive experiments demon-
strate that PortraitRL achieves superior performance com-
pared to existing baselines, with significant improvements
in both detail preservation and pose accuracy.

Our main contributions can be summarized as follows: (1)
We propose PortraitRL, a GRPO-based post-training frame-
work tailored for the PPT task. (2) We introduce a Multi-
Objective Reward Mechanism which consists of two reward
tasks with LVLM-based score functions and within-group
standardization. (3) We devise NaSPO, a novel RL algo-
rithm that leverages both positive and negative preference
scores to guide optimization, eliminating the need for anno-
tated preference data. (4) Extensive experiments show that
PortraitRL achieves significant improvements in both detail
preservation and editing instruction following.

2. Related Work
2.1. Portrait Pose Transfer

Since the advent of Denoising Diffusion Probabilistic Mod-
els (DDPM) (Ho et al., 2020; Yang et al., 2024), the field of
image generation has witnessed rapid progress. However,
the escalating demand for controllable generation has given
rise to novel challenges, such as portrait pose transfer, which
require maintaining high fidelity to both visual prompts and
textual instructions. To address the challenges, pioneer-
ing approaches have been proposed: DreamBooth (Ruiz
et al., 2023) utilizes unique identifier tokens; Control-
Net (Zhang et al., 2023) introduces supplementary spa-
tial control branches; and IP-Adapter (Ye et al., 2023) em-
ploys decoupled cross-attention mechanisms. These meth-
ods effectively inject identity and structural features while
preserving the text-to-image generation capabilities of the
base model. More recently, the emergence of Flow Match-
ing and Rectified Flow (Lipman et al., 2022) paradigms,
which utilize vector fields as the primary training objec-
tive, has shown superior performance compared to previous
iterations. This theoretical advancement has culminated
in state-of-the-art architectures such as FLUX.1-Kontext
[Dev] (Batifol et al., 2025) and Qwen-Image-Edit (Wu et al.,
2025). Built upon the flow-matching framework, these mod-
els leverage dual text-image inputs to achieve exceptional
context awareness and fine-grained identity preservation in
complex editing scenarios.

2.2. Reinforcement Learning
Effectively integrating reinforcement learning (RL) into
diffusion models is a promising yet challenging research
direction. Conventional text-to-image diffusion models are
usually trained in a single stage using large-scale text–image
pairs with noise-prediction objectives. Although such mod-
els achieve high visual quality, their alignment with user
intent or task-specific requirements remains limited. In-
spired by the ”pre-training + RLHF” paradigm in large
language models, recent studies have begun to introduce
RL-based fine-tuning into diffusion models to enhance pref-
erence alignment. To align with human preferences, existing
works have curated preference datasets and developed rele-
vant reward models, such as ImageReward (Xu et al., 2023),
PickScore (Kirstain et al., 2023), HPSv2 (Wu et al., 2023),
and CLIP (Radford et al., 2021), to improve semantic align-
ment, aesthetic quality, and instruction following.

Despite this progress, applying RL to diffusion models still
faces major challenges. Reward modeling is costly and dif-
ficult, as it requires large-scale, high-quality annotations
and must capture subjective and complex visual preferences.
Moreover, most RL strategies are adapted from LLMs, while
diffusion models differ fundamentally in generation dynam-
ics and training objectives, making direct transfer subopti-
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Figure 2. Overview of PortraitRL pipeline. (a) Given a reference image and editing instruction, we �rst sample a group of generated
images. (b) We then calculate the reward through a Multi-Objective Reward Mechanism. (c) Finally, we design NaSPO RL frame work
with both positive and negative preference score to optimize the model.

mal. To address these issues, a series of alignment methods
have been proposed, including ReFL (Xu et al., 2023) for
reward feedback learning, Diffusion-DPO (Wallace et al.,
2024) and Diffusion-KTO (Li et al., 2024b) based on prefer-
ence optimization, DSPO (Zhu et al., 2025) via score func-
tion, GRPO-based methods (Liu et al., 2025a; Xue et al.,
2025) within �ow-matching frameworks, and Diffusion-
NFT (Zheng et al., 2025) with contrastive optimization.
Although these methods demonstrate the feasibility of RL-
based alignment for diffusion models, there is still substan-
tial room for improvement, especially for high-precision
tasks such as image editing.

3. Methodology

3.1. Preliminaries

Portrait Pose Transfer. Given a reference imagex r and
a textual pose transfer instructionTc, the objective of PPT
is to generate an imagex0 that simultaneously preserve
key attributes fromx r such as identity and appearance and
follow the pose transfer described in Tc.

Flow Matching. Flow Matching is based on the concept of
vector �elds. Given a data samplex0 � X 0 from a target

distribution, a noise samplex1 � X 1 from a Gaussian
distribution, and a conditionc, the intermediate statex t is
de�ned as (Liu et al., 2022; Lipman et al., 2022):

x t = (1 � t)x 0 + tx 1: (1)

For any time stept, the training objective is to optimize
the networkv� (x t ; t; c) to approximate the vector �eldv =
x1 � x 0. The loss function is given by:

L(�) = E t;x 0 �X 0 ;x 1 �X 1

�
kv � v � (x t ; t; c)k2�

: (2)

DSPO in Flow Matching. DSPO (Zhu et al., 2025) aligns
diffusion models with human preferences by decomposing
the conditional score function into a pretrained prior term
and a preference guidance term:

r x t log p� (x t j c; y) =r x t log p(xt j c)

+ 
r x t log p(y j x t ; c);
(3)

wherec is the condition,y represents the preference signal,
and
 is a guidance scale. The preference probability is
modeled asp(y j x t ; c) = �(r(c; x t ) � r(c; x l

t )) , wherex l
t

denotes a negative sample andr(�; �) is the reward model.
To avoid training an extra reward model, DSPO derives an
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implicit rewardr(�; �) based on the discrepancy between the
current and reference models:

r(x t ; c)=
��� t+1

2(1� �� t )
� t

� t+1

� 


 � � (x t+1 ; t+1)�� t+1




 2

2

�



 � ref(x t+1 ; t + 1) � � t+1




 2

2

�
:

(4)

Substituting this implicit reward into the objective, the �nal
loss function is de�ned as:

L t
DSPO =A(t)








 � �;t+1 � � t+1 � �


�
1 � �

�
r(c; x t )�

r(c; x l
t )

� �
� (� �;t+1 � � ref;t+1 )










2

2
;

(5)

whereA(t) is a weighting function and� ref denotes the
noise prediction from the reference model.

While Equation (5) formulates the loss for diffusion models,
we apply an analogous derivation to the Flow Matching
framework. Instead of presenting the minimization objec-
tive, we directly provide the optimal solution as follows (see
Appendix C for the detailed derivation):

v�;t+1 =v t+1 +
�
1 � �(r(c; x t )

� r(c; x l
t ))

�
(v�;t+1 � v ref;t+1 ):

(6)

Leveraging the equivalence between noise vector and veloc-
ity �eld established in Flow-DPO (Liu et al., 2025b):

k� t+1 � � �;t+1 k2 = (1 � t) 2kvt+1 � v �;t+1 k2; (7)

we obtain the �nal r(c; xt ) in �ow matching:

r(c; x t )=�
� t

2
(kvt+1 �v �;t+1 k2�kv t+1 �v ref;t+1 k2): (8)

3.2. Multi-Objective Reward Mechanism

Reward functions aim to effectively evaluate generated re-
sults and provide supervision signals for model optimiza-
tion. Since PPT requires simultaneously assessing visual
detail consistency between generated results and reference
images, as well as completion of complex modi�cation in-
structions, conventional CLIP-based reward functions that
evaluate only from global similarity making them unsuitable
for PPT. Inspired by (Li et al., 2025), we design an LVLM
logit-based reward function that leverages the �ne-grained
understanding of LVLMs for more precise evaluation.

LVLM Logit-based Reward Function. As illustrated in
Figure 2, given the inputX to be evaluated and an evalua-
tion promptP, the LVLM model generates a score forX
guided byP. To enable �ne-grained evaluation, we partition
the score space inton discrete levelsM = fm 0; : : : ; mn g.
However, directly using the discrete score would yield

sparse reward signals, failing to capture the model's un-
certainty in its assessment. To address this limitation, we
compute scores through logits, which provide continuous
and smooth reward signals. Speci�cally, we �rst obtain
the predicted probability for each score levelmi 2 M via
LVLM:

fL m0 ; : : : ; L m i g = LVLM(X; P ); (9)

whereL m i denotes the logit of scoremi extracted from the
LVLM's generated token. We then compute the expected
score as the �nal evaluation:

S =
jMjX

i=0

mi � L m i : (10)

This score captures the model's con�dence distribution
across scores. Then we normalize scores to the range[0; 1]:

s =
S � min(M)

max(M) � min(M)
; (11)

wheremin(�) andmax(�) return the minimum and maxi-
mum values in the set, respectively.

Multi-Objective Reward. As discussed above, PPT faces
two key challenges: visual detail preservation and complex
instruction following. To address these challenges, as illus-
trated in Figure 2, we design two evaluation prompts,Pdp

andPpf , which guide the model to evaluate these two criti-
cal dimensions, respectively. Speci�cally, for a generated
imageI i

g, we construct the evaluation inputX dp = (x r ; x i
0)

and evaluation promptPdp , and compute the LVLM logit-
based rewardsi

dp to assess the visual detail preservation of
the generated image. Similarly, throughX pf = (x r ; Tc; x i

0)
andPpf , we can obtainsi

pf to evaluate the complex instruc-
tion following capability.

Within-Group Standardization. However, due to the inher-
ent dif�culty disparity between the evaluation tasks, these
two reward scores may exhibit signi�cantly different dis-
tributions. When directly aggregating these scores through
simple addition, this distribution mismatch may leads to
a “reward hacking” phenomenon, where the model pref-
erentially optimizes for the easier metric while neglecting
the more challenging one, since the easier metric scores
dominate the combined reward signal.

To address this issue and ensure commensurability between
the two dimensions, we apply within-group standardization
using Z-score normalization. Speci�cally, as illustrated in
Figure 2, for a given reference image and modi�cation in-
struction pair(x r ; Tc), we �rst sample a group of generated
imagesG = fx 1

0; : : : ; xk
0g and compute the raw reward

scores for each generated image:Sdp = fs 0
dp ; : : : ; sk

dpg
for detail preservation andSpf = fs 0

pf ; : : : ; sk
pf g for in-

struction following. We then normalize each dimension
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independently:

ŝi
dp =

si
dp � mean(S dp )

std(Rdp )
;

ŝi
pf =

si
pf � mean(S pf )

std(Rpf )
:

(12)

This standardization operation maps both reward scores onto
a common, dimensionless scale with zero mean and unit
variance. Consequently, each normalized score re�ects the
sample's relative standing within the batch rather than its
absolute magnitude, enabling fair comparison and balanced
optimization across both dimensions.

We then combine the standardized rewards through a
weighted sum:

si = w dp � ŝi
dp + w pf � ŝi

pf ; (13)

where wdp and wpf are the weights for detail preser-
vation and instruction following, respectively, satisfying
wdp + w pf = 1 . This rewardsi not only measures overall
quality but also implicitly enforces balance between image
alignment and instruction following.

3.3. Negative-aware Score Preference Optimization

As shown in Equation (5), DSPO de�nes the Preferred Score
by decomposing the score function into a pretrained prior
and a preference guidance term. The former captures the
distribution score over preference data, while the latter is
derived from comparisons between annotated preferred and
negative preference samples. However, DSPO overlooks
the distribution score over negative preference data and
requires extensive manual annotation. To address these
limitations, we propose NaSPO, which identi�es preferred
samples through within-group relative advantages, eliminat-
ing the need for annotated data. Moreover, we introduce
both preferred and negative preference scores to fully lever-
age information from both preferred and negative preference
samples. Please refer to the Appendix A for the algorithm
overview of NaSPO.

Within-group Preference Probability. As illustrated
in Figure 2, for a group of generated imagesG =
fx 1

0; : : : ; xk
0g, we compute rewardsR = fs 0; : : : ; sk g using

our multi-objective reward function. Motivated by Diffu-
sionNFT practices, we transform each raw rewardr i into an
optimality probability Advi :

Advi =
1
2

+
1
2

clip
�

si � mean(fsg 1:K )
std(fsg1:K )

; �1; 1
�

: (14)

Note that since we use LVLM as the reward model to sim-
ulate human judgment,Advi can also be interpreted as the
probability of human preference. Unlike DSPO's global

preference de�nition, we determine preference through rel-
ative probabilities within each group, which signi�cantly
reduces dependency on annotated data.

Positive Preference Score. We propose a preferred score
that steers the model's optimization toward preferred image
distributions. For an imagex0 with probabilityAdv of be-
ing preferred, DSPO additionally requires negative images
and computes the gradient using the relative margin between
a winner and a speci�c loser (r(c; x w

t ) � r(c; x l
t )), as de-

tailed in Equation (5). In this work, however, inspired by
Diffusion-KTO (Li et al., 2024b), we introduce a reference
point to shift the focus from absolute utility maximization
to relative optimization. Speci�cally, for a positive image,
we aim for the KL divergence between� � (x t j c) and
� old(x t j c) to be lower than the expected KL divergence
over the entire data distribution. Consequently, we obtain
r x t log p(y j x t ; c) = r x t log �(r(c; x t ) � Q old), where
Qold = �D KL [� � (x t j c)k� old (x t j c)]. Based on this, the
Preferred Score is formulated as:

v+
t+1 =v t+1 +

�
1��(r(c; x t )�Q old)

�
(v�;t+1 �v old;t+1 ): (15)

This formulation replaces the dynamic loser termr(c; x l
t )

from DSPO with a reference pointQold, enabling optimiza-
tion without requiring paired data.

Negative Preference Score. While preferred score guides
the model toward desirable directions, Negative Preference
Score aims to repel the model from undesirable distributions.
For imagex0 with probability1 �Adv of being undesirable,
given a reference pointvold, our objective is to move in the
opposite direction relative to this reference. We begin by
analyzing the data distribution: for an undesirable sample,
the goal is not to follow its data-induced velocityv, but to
diverge from it. We construct a repulsive target via geomet-
ric re�ection. The vector from the current model prediction
to the data velocity is(vt+1 � v old;t+1 ). To repel the model,
we invert this direction to(vold;t+1 � v t+1 ) and apply it to
the anchor point, yielding:

vold;t+1 + (v old;t+1 � v t+1 ) = 2v old;t+1 � v t+1 : (16)

Similarly, we aim to steer the velocity �eld away from the
preference direction associated with the negative sample.
The gradient direction de�ned byx t is r x t log �(Q old �
r(c; x t )) . Intuitively, this leads to the formulation of the
negative preference score:

v�
t+1 = 2v old � v t+1 � r x t log �(Q old � r(c; x t )): (17)

Upon simpli�cation, we obtain the �nal formulation for the
negative preference score:

v�
t+1 =v t+1 +

�
1+ �(Q old�r(c; x t ))

�
(v�;t+1 �v old;t+1 ): (18)

The detailed derivation is provided in the Appendix C.
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Training Objective. Similar to DiffusionNFT, we introduce
a contradictory loss:

L(�) = E c;� old(x 0 ;c;t)

h
Adv kv�;t+1 � v +

t+1 k2
2

+(1 � Adv) kv �;t+1 � v �
t+1 k2

2

i
;

(19)

whereAdv is the preference probability, andv+
t+1 andv�

t+1
are the positive and negative preference scores, respectively.

Interestingly, we �nd our NaSPO shares similarities to Dif-
fusionNFT, but effectively substitutes its hyperparameters
with our �(�). Please refer to Appendix C for more details.

4. Experiment
4.1. Experimental Setup

Dataset and Evaluation Metric. We conduct experiments
on the CHEESE dataset (Sun et al., 2026), a large portrait
dataset collected from real-world sources containing ap-
proximately 24K authentic portrait images. Images from
the same portrait collection are paired and annotated with
diverse and complex modi�cation instructions, including
model poses and camera parameters. The training set con-
tains approximately 578K triplets, and the test set includes
approximately 2K unique identity triplets.

Following CHEESE, we adopt CLIP-I, DINO-I, CLIP-T,
Qwen-PF, and Qwen-DP as evaluation metrics, computed
using OpenCLIP (ViT-G/14) (Ilharco et al., 2021), DINOv2-
Small (Oquab et al., 2023), and Qwen2.5VL-72B (Bai et al.,
2025), respectively. Among these, Qwen-PF and Qwen-
DP employ LVLM to provide �ne-grained assessment of
instruction following and detail preservation for generated
images, offering more reliable evaluation for PPT tasks.

Baseline Models. We compare three categories of learn-
ing paradigms for the PPT task: (1) Zero-shot (ZS)
methods, including IP-Adapter+ (Ye et al., 2023) and
EasyRef (Zong et al., 2024); (2) SFT methods, includ-
ing DreamBooth Lora (denotes as DB Lora) (Ruiz et al.,
2023) and SCHEESE (Sun et al., 2026); and (3) RL meth-
ods, including FlowGRPO (Liu et al., 2025a), Diffusion-
NFT (Zheng et al., 2025), and Uniworld-v2 (Li et al.,
2025). For RL methods, we perform post-training on the
SFT-trained Kontext model and uniformly employ a multi-
objective reward mechanism to adapt them from text-to-
image generation to the PPT task.

Implementation Details. Our experiments are conducted
on FLUX.1-Kontext [Dev] (Batifol et al., 2025), �ne-tuned
using LoRA (r = 64; � = 128 ) on 8 H800 GPUs. We em-
ploy a cold-start phase with a small dataset prior to our post-
training stage, with most settings following FlowGRPO (Liu
et al., 2025a) and Diffusion-NFT (Zheng et al., 2025). We
set the group sizeG = 8 with 48 groups per epoch. We
report results obtained after 60 training epochs.

Table 1. Quantitative Comparison Results. Our method achieves
the highest scores on CLIP-T, DP, and PF, demonstrating superior
capability in following modi�cation instructions while preserving
�ne-grained details. The best results are in boldface, while the
second-best results are underlined.

Method ParadigmCLIP-I DINO-I CLIP-T Qwen-DPQwen-PF

IP-Adapter+ ZS 0.7940 0.6990 0.3760 0.6590 0.5490
EasyRef ZS 0.7830 0.6870 0.3580 0.6470 0.5450

DB LoRA SFT 0.7380 0.6770 0.3950 0.4580 0.5790
SCheese SFT 0.8390 0.7730 0.4360 0.8550 0.7930

Kontext ZS 0.8482 0.8012 0.4417 0.7824 0.7529
+SFT SFT 0.8721 0.8163 0.4363 0.8717 0.7928

+FlowGRPO RL 0.8720 0.8213 0.4364 0.8783 0.8138
+DiffusionNFT RL 0.8768 0.8268 0.4400 0.8894 0.8067
+Uniworld-V2 RL 0.8693 0.8174 0.4396 0.8656 0.8271

+PortraitRL RL 0.8757 0.8239 0.4417 0.8929 0.8260

4.2. Comparison with Baselines

Quantitative Results. Table 1 presents quantitative com-
parison results between PortraitRL and all baseline methods.
Our observations reveal three key �ndings: (1) Compared to
zero-shot methods, PortraitRL achieves signi�cant improve-
ments in both PF and DP metrics. (2) Compared to SFT
methods, PortraitRL demonstrates consistent gains in PF
and DP metrics. Notably, when compared to Kontext+SFT
(used as our cold-start model), PortraitRL further enhances
detail preservation and instruction following capabilities
through reinforcement learning. This improvement can be
attributed to our multi-objective reward mechanism, which
provides �ne-grained evaluation of these capabilities, and
NaSPO's effective utilization of both positive and nega-
tive preference scores. (3) Compared to other RL methods,
PortraitRL achieves the best performance in terms of the
average of DP and PF. Since all four RL methods employ
multi-objective rewards, this improvement clearly shows the
effectiveness of our NaSPO.

Qualitative Results. Figure 3 further presents qualitative
comparisons of several RL methods, demonstrating that
PortraitRL achieves superior detail preservation and instruc-
tion following capabilities. In the �rst example, PortraitRL
successfully preserves the female subject compared to Kon-
text with SFT, and correctly raises the hands of both people
rather than only the male's, better aligning with user pref-
erences. In the seventh example, while DiffusionNFT gen-
erates distorted images, PortraitRL produces high-quality
images with natural poses. Additional examples further val-
idate our approach: in the fourth example, only our method
preserves the wall; in the third and �fth examples, Por-
traitRL exhibits more natural pose transitions. These results
demonstrate that PortraitRL effectively leverages LVLM
to simulate user preferences and learns from them through
NaSPO. Please refer to Appendix E for more examples.

User Study. To evaluate the performance of our method, we
conducted a user study with 5 users using a random subset
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Figure 3. Qualitative Comparisons. We present a comparison between samples generated by the SFT model (before RL stage) and the
outputs from post-training methods, including FlowGRPO, DiffusionNFT, and NaSPO.

Table 2. User Study. The results mostly align with the LVLM-
based scores. Bold indicates the best results.

Method Human-DP Human-PF

+SFT 0.8767 0.7133
+FlowGRPO 0.8833 0.7883
+DiffusionNFT 0.8883 0.7817

+ProtraitRL (Ours) 0.9100 0.8450

of 50 samples from the CHEESE test set. Users indepen-
dently scored each image on a scale of 0 to 4 based on these
two criteria, i.e., DP and PF, respectively. The results are
presented in Table 2. As shown in the table, images gen-
erated by our method achieved the highest scores in both
DP and PF, demonstrating its capability to simultaneously
enhance performance in both Prompt Following and Detail
Preservation. Note that the user study results align with
the LVLM-based scores in Table 1, further validating the
effectiveness of using LVLM for evaluation.

4.3. Ablation Study

Ablation on Different Rewards Setting. To validate the ef-
fectiveness of our proposed reward mechanism, we conduct
a comprehensive ablation study comparing various reward

Table 3. Ablation Study on different reward settings. The best re-
sults are in boldface, while the second-best results areunderlined.

Reward CLIP-I DINO-I CLIP-T Qwen-DP Qwen-PF

- (SFT) 0.8721 0.8163 0.4363 0.8717 0.7928
CLIP-T 0.8764 0.8264 0.4423 0.8813 0.7953
CLIP-I 0.8735 0.8248 0.4362 0.8746 0.8108
DINO-I 0.8736 0.8272 0.4361 0.8710 0.8060
Dual-PD 0.8684 0.8161 0.4417 0.8697 0.8357

Ours 0.8757 0.8239 0.4417 0.8929 0.8260

formulations listed in Table 3. Firstly, utilizing a standard
encoder-based reward to combine image and text similar-
ity (R = S CLIP(I gen; I tgt) + S CLIP(I gen; T )) increased CLIP
scores but underperformed on LVLM benchmarks, reveal-
ing the limitations of CLIP-T in ensuring effective prompt
adherence. Secondly, to address this, we substituted CLIP-T
with a directional metric[SCLIP(I gen; I tgt)�S CLIP(I gen; I ref)]
and extended this approach to DINO to better capture local
features. However, the continued reliance on target images
restricted the method's generalization capabilities. Thirdly,
we tasked an LVLM with a uni�ed instruction to evalu-
ate both aspects simultaneously. While prompt following
improved, detail preservation suffered, indicating that the
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