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Abstract

PAC-Bayesian error bounds provide a theoretical
guarantee on the generalization abilities of meta-
learning from training tasks to unseen tasks. How-
ever, it is still unclear how tight PAC-Bayesian
bounds we can achieve for meta-learning. In this
work, we propose a general PAC-Bayesian frame-
work to cope with single-task learning and meta-
learning uniformly. With this framework, we
generalize the two tightest PAC-Bayesian bounds
(i.e., kl-bound and Catoni-bound) from single-
task learning to standard meta-learning, result-
ing in fast convergence rates for PAC-Bayesian
meta-learners. By minimizing the derived two
bounds, we develop two meta-learning algorithms
for classification problems with deep neural net-
works. For regression problems, by setting Gibbs
optimal posterior for each training task, we ob-
tain the closed-form formula of the minimizer of
our Catoni-bound, leading to an efficient Gibbs
meta-learning algorithm. Although minimizing
our kl-bound can not yield a closed-form solution,
we show that it can be extended for analyzing
the more challenging meta-learning setting where
samples from different training tasks exhibit inter-
dependencies. Experiments empirically show that
our proposed meta-learning algorithms achieve
competitive results with respect to latest works.

1. Introduction

Inspired by human beings’ ability of utilizing past experi-
ence to efficiently learn a novel task, meta-learning, also
referred to as learning to learn (Thrun & Pratt, 1998), has
received much attention from the machine learning commu-
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nity in the last decade. The goal of meta-learning is thus
to transfer the knowledge extracted from training tasks to
unseen tasks for fast adaptation. Successful applications of
such learning paradigm have been witnessed in computer
vision (Snell et al., 2017; Ye et al., 2020), natural language
processing (Wu et al., 2020; Chen et al., 2021), reinforce-
ment learning (Li et al., 2021) and other related fields.

Apart from practical applications, the theoretical analysis
of meta-learning has also been developed in the last decade.
The pioneering work was provided by (Baxter, 2000), which
first assumed that all learning tasks are independently and
identically distributed (i.i.d.) from a task environment. Un-
der this assumption, the following works investigated meta-
learning from the standpoint of VC-theory (Maurer, 2009;
Maurer et al., 2016) or algorithmic stability (Maurer, 2005;
Chen et al., 2020). In recent years, there has also emerged
an interest in studying meta-learning via PAC-Bayesian
analysis (Pentina & Lampert, 2014; 2015; Amit & Meir,
2018). However, it is still unclear how tight PAC-Bayesian
generalization bounds we can achieve for meta-learning.

This paper intends to tackle this issue and provides fast-rate
PAC-Bayesian bounds for meta-learning. Our motivation
is to generalize the two tightest PAC-Bayesian bounds, kl-
bound and Catoni-bound, from the i.i.d. single-task learning
setting (Maurer, 2004; Catoni, 2007), to the standard meta-
learning setting where observations from different tasks are
independent but not identically distributed. The main tool
to achieve this goal is a useful lemma in (Berend & Tassa,
2010) that bounds the sum of independent bounded ran-
dom variables with the sum of i.i.d. Bernoulli random vari-
ables. We can then apply the demonstration techniques in
single-task learning to meta-learning, obtaining two fast-rate
PAC-Bayesian bounds, which are still called kl-bound and
Catoni-bound for convenience (Theorems 3-4). As a result,
we unify the demonstration framework of PAC-Bayesian the-
ory for single-task learning and meta-learning, and provide
two up-to-date tightest bounds for meta-learners (see com-
parisons between different bounds in Table 1). By setting
the derived two bounds as minimization objective, we also
develop two bound-minimizing meta-learning algorithms
for classification problems with deep neural networks.

Next, we give more theoretical results and applications of
our derived two bounds. For the Catoni-bound, we show
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how to obtain a closed-form solution to finding its minimum.
Concretely, by choosing Gibbs posterior for each training
task in this bound, we can yield an explicit form of the Gibbs
optimal hyper-posterior, which is the training objective in
PAC-Bayesian meta-learning setting. Directly approximat-
ing such closed-form hyper-posterior leads to an efficient
meta-learning algorithm for regression problems. For the kl-
bound, we extend it to the more challenging meta-learning
setting where dependence exists among samples from differ-
ent tasks. The approach undertaken to establish our result
is based on the decomposition of the dependency graph
of the training data (Ralaivola et al., 2010). The extended
PAC-Bayesian kl-bound admits an analogous form of our
previous one for the standard setting, up to a multiplicative
factor that represents the degree of interdependence within
the dependency graph. This bound thus reveals the impact
of data dependence for meta-learning. Finally, we conduct
experiments on several benchmarks. The empirical results
show that our proposed meta-learning algorithms achieve
competitive performance with respect to latest works.

Our main contributions are summarized as follows:

(1) We propose a unified framework that can generalize
PAC-Bayesian analysis from single-task learning to meta-
learning. The fast-rate PAC-Bayesian kl-bound and Catoni-
bound are hence derived for meta-learning, followed by two
bound-minimizing classification algorithms.

(2) By setting Gibbs optimal posterior for each training task
in our Catoni-bound, we obtain the explicit form of the opti-
mal hyper-posterior. We thus develop an efficient regression
algorithm that only needs to approximate the Gibbs optimal
hyper-posterior, instead of learning posterior for each task
and hyper-posterior simultaneously like previous methods.

(3) We extend our kl-bound to the meta-learning setting
where tasks are dependent. To the best of our knowledge,
this is the first PAC-Bayesian bound for meta-learning with
data from different tasks exhibiting interdependencies.

(4) Experiment results on both classification and regression
problems empirically validate the effectiveness of our theo-
retical analysis for meta-learning, especially the tightness
and applicability of our PAC-Bayesian Catoni-bound.

2. Related Work

PAC-Bayesian Theory. The first PAC-Bayesian general-
ization bound was provided by (McAllester, 1998). (Seeger,
2002) developed such theory and obtained the tightest PAC-
Bayesian kl-bound. (Germain et al., 2009) provided a gen-
eral method to demonstrate a PAC-Bayesian bound. We
need to point out that in the above works, the i.i.d. assump-
tion is necessary to obtain the tightest kl-bound. Besides
that, (Catoni, 2007) yielded a generalization bound of fast
rate by just assuming the independence of observations. Un-

til now, the kl-bound in (Maurer, 2004) and Catoni’s bound
are still among the tightest PAC-Bayesian bounds. More
explanations for the similarities between these tight bounds
can be found in (Audibert, 2010) [Chapter 2]. Other works
extended PAC-Bayesian bounds to general cases, such as
martingale setting (Seldin et al., 2012), heavy-tailed data
(Alquier & Guedj, 2018), non-i.i.d. data (Ralaivola et al.,
2010) or unbounded loss functions (Holland, 2019; Had-
douche et al., 2021). In this work, we focus on bounded loss
function. We first propose the generalized PAC-Bayesian
kl-bound and Catoni-bound for independent (not necessar-
ily identically distributed) random variables (Theorem 2).
Then, we show how to apply them to derive fast-rate PAC-
Bayesian generalization error bounds for meta-learning.

Meta-Learning Theory. The first systematic analysis of
meta-learning theory was proposed by (Baxter, 2000), which
assumed that the data distributions of different tasks are
ii.d. sampled from the same task environment. Baxter
then gave a covering number based generalization bound
for meta-learning. After that, (Maurer, 2005) investigated
meta-learning theory from the perspective of algorithm sta-
bility and proposed a new indicator, called transfer risk,
to measure the performance of a meta-learning algorithm.
Other works followed this line and intended to provide a
tighter bound on the transfer risk (Maurer, 2009; Denevi
et al., 2018; Chen et al., 2020). In this work, we study meta-
learning from the perspective of PAC-Bayesian analysis.

PAC-Bayesian Meta-Learning Theory. The pioneering
work of PAC-Bayesian meta-learning theory was proposed
by (Pentina & Lampert, 2014). They adopted the task en-
vironment notation from Baxter and proposed the concept
of hyper-posterior. The hyper-posterior is trained over the
observed tasks and generates an informative prior when
encountering a novel task for fast adaptation. The PAC-
Bayesian bound on the transfer risk (of the learned hyper-
posterior) is always composed of three parts: empirical
multi-task error, environment-level complexity and task-
level complexity (see Table 1). (Pentina & Lampert, 2015)
further generalized PAC-Bayesian meta-learning theory to
the non-i.i.d. cases where different tasks are dependent or
the task environment is changing. (Amit & Meir, 2018)
provided a new PAC-Bayesian bound and applied their the-
oretical results to the optimization of deep neural networks.
(Rothfuss et al., 2021) generalized the PAC-Bayesian meta-
learning theorem to the unbounded loss and derived the PAC-
optimal hyper-posterior. (Farid & Majumdar, 2021) studied
meta-learning with both PAC-Bayes and uniform stability
analysis. However, both the environment-level complexity
and the task-level complexity in these PAC-Bayesian bounds
suffered from slow convergence rates (e.g., the environment-
level and task-level complexities in (Pentina & Lampert,
2015) are of order O(p%) and O(nﬂc%), respectively, with
N training tasks and m samples per task). In this work, we
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Table 1.Different PAC-Bayesian meta-learning boundse(Q). Bound = Empirical Error + Environment-level Complexity +
Task-level Complexity. n is the number of training taskm is the sample size pertasR; Q 2 M 1(M 1(H)) are the hyper-prior and
hyper-posterior respectivel?; Qi = Q(Si;P) 2 M 1(H) are the prior and the posterior for the¢h training task. In our Catoni-bound,
the constan€ > 1. Explicit forms of different bounds are given in Table 2 of the Appendix.

Classical Bounds Empirical Error | Environment-Level Complexity Task-Level Complexity
(Pentina & Lampert, 2014 ér(Q) o KgP) o K@Pyr" Lpfro KOOUP) 4 51
(Amit & Meir, 2018) ér(Q) o ) 7@ o %P L, ) K(QP)+ Er o K(QiiP)in( nm)
(Rothfuss et al., 2021) &r(Q) o KgP) o K@P»" pfeo KQIP) 4 5L
kl-bound (ours) ér(Q) o ) 4W]7”"ﬁ o KQP)rErq i r."né K(Qi:P)+n P
Catoni-bound (ours) Cér(Q) o KQP) o K@iP)+Ee anp i K(QiP)

derive two fast-rate PAC-Bayesian bounds for meta-learning® 2 M 1(H) as input. The expected error and empirical er-
(Theorem 3-4). Speci cally, the task-level complexities ror of a randomized classi er associated with distribut@n
in our kl-bound and Catoni-bound have a ratd:l(%). arede neda®r(Q;D), En ger(h;D) anddr(Q;S) ,
The environment-level complexity in our Catoni-bound alsoEy qér(h; S), respectively. Denote the KL-divergence be-
have a fast rate cﬁ)(%) (see Table 1 for detailed compar- tween distribution®) andP by K(Q;P) = Ep oln g%,
isons). Furthermore, we generalize our kl-bound to th%hereg—g represents the Radon-Nikodym derivativeQf
meta-learning setting of dependent observations. Note thg{ith respect td® . Denote the relative entropy between the
although (Pentina & Lampert, 2015) claimed that they degernoulli random variables with success ratandq by
rived a bound for dependent tasks, they still assumed thy(p: ) = pIn2+(1  p)In 1.2 Then the PAC-Bayesian
independence of the samples from different tasks. In cofki-hound and Catoni-bound for single-task learning are:
trast, we provide a more general PAC-Bayesian bound for
meta-learning with dependent samples from different tasksfheorem 1 (Germain et al., 2009) [Corollary 2.1-2.2] Let
and show that this bound is much tighter than that in (Pentin& be the binary-valued misclassi cation loss. For any xed
& Lampert, 2015) (see discussion below Theorem 6). prior P 2 M 1(H), any data distributiorD overZ, any

> 0, any positive constant> 0, with probability at least
1 over the draw of i.i.d. sampl8 D™, the following

3. Preliminary

ple spaceZ, a hypothesis spadd, and a loss function

two inequalities hold for any posteri@ 2 M 1(H):
A supervised learning problem is characterized by the sam-

K(Q;P)+In Pm

ki(er(Q; S); er(Q; D)) ;

l:H Z! R, whereZ = X Y is the product space m
of input spaceX and label spac¥. We assume thdtis _ _ K(Q;P)+In(1=)
[0; 1]-valued. Actually, if the loss functiohis bounded ~ €7(Q: D) ml e m7)‘*£Y(Q'S)+ mi en)

and locates in the intervgd;M] (M > 0), we can use

the rescaling technique and focus on el ]-valued loss
I=M . Let[K ] denote the sdtl;:::; K g, for any integeK .
M 1(A) denotes the set of probability measures over the s
A. Throughout the paper, we ignore measurability issues.

3.1. PAC-Bayesian Theory for Single-Task Learning

3.2. PAC-Bayesian Theory for Meta-Learning

lln PAC-Bayesian meta-learning setting, the learner is given
el .. o e . .

n different training tasks, each of which is associated with a
data distributiorD; (1 i
(i,e.Dj 2 M 1(2)). In each task, the sizexi.i.d. training
sampleS = fz; g,

n) over the sample space

D™ is provided. To develop

In PAC-Bayesian single-task learning setting, a task is chameta-learning theory, we adopt tteesk environmertoncept

acterized by an unknown distributi@ over the spacg ,
from which a sizem sampleS = fzgmt, is provided,
with eachz drawn i.i.d. fromD. For any hypothesis
p I(h; z) its expected
M. 1(h; z)) its empir-
ical error overS. In the PAC-Bayesian framework, the
goal is to output a posterid@ = Q(S;P) 2 M 1(H)
by training an algorithm with the samp&and the prior

h 2 H, denote byer(h;D) ,
error overD and bydr(h; S) ,

E

m

1

proposed by (Baxter, 2000). Speci cally, we assume that
then different data distributionsD; g, are sampled from
the same distribution, referred to as environmenthus,

the environment can be regarded as a probability measure
over the set of all distributions (i.e.2 M 1(M 1(Z))).

Next, we follow the PAC-Bayesian meta-learning frame-
work proposed by (Pentina & Lampert, 2014). We regard the
prior P 2 H for each training task as a random varialite.
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is sampled randomly from a distribution callbgper-prior ~ the moment generating function (MGF) Bf(p; g (i.e.,
P 2M 1(M 1(H)) given before seeing thetraining tasks. E expfD (er(Q); & (Q))g andE expfD (&r(Q); dr(Q))g).
The goal of meta-learning is to outputhgper-posterior  Almost all existing works seD(p;q = p q, apply
Q2M 1(M ((H)) by training a meta-learning algorithm Hoeffding's lemma to bound the MGF dd(p;d), and
with hyper-priorP and datasetES;gl., as input. When nally obtain a PAC-Bayesian meta learning bound of
encountering the new task, a new prior will be sampled fromO(1=t + t=K))(8t > 0), which suffers a slow convergence
the learned hyper-posteri@ that contains the information rate ofO(1= K) (K > 0). In contrast, we sdb(p; g) as
of then training tasks for fast adaptation. Under the PACkI(q;p or* _(p) q,( > 0), as what we do to obtain
Bayesian framework, choosing an informative prior for athe PAC- Baye5|an kl-bound and Catoni-bound in single-
new task can achieve a tighter generalization bound anthsk learning. However, sin@r(Q) anddr(Q) are the
better performance (Catoni, 2007). Since different tasksummations of independe}tt 1]-valued random variables
are sampled from the same environment and share sonfeot i.i.d. f 0; 1g-valued ones as in Theorem 1), we can not
similarities, the informative prior drawn from the learned directly apply the results in Theorem 1 to bound the MGF of
hyper-posterior is expected to adapt to the new task quicklyD (p; ). To overcome this challenge, we use the following
Formally, the quality of the learned hyper-poste@ran lemma to bound the expectation of the function of the sum
be measured by theeansfer risk(Maurer, 2009; Pentina of independenf0; 1]-valued random variables (rvs) with the
& Lampert, 2014) on the new data distributibnsampled  expectation of the function of the sum of i.i.id0; 1g-valued
independently from the same task environment ones. Such result is originated from (Berend & Tassa, 2010),
er(Q), Epo Eo Es pner(Q(S;P):D): (1) and more explanations can be found in Appendix A.

Notice that we can not minimize the transfer risk directlyLemma 1 Letf gf_, be a sequence of mdependent ran-
since the environmentand the sampled probability mea- dom variables withP (0 k1) =1,andf kg,
sureD are unknown. Instead, we will choose to minimize be a sequer'g(?( of l i.d. Bernoulli random variables with
the followingempirical multi-task rislover then training E « = K (" -, E «). Then for any convex functiap

tasksdr(Q) to obtain a high-quality hyper-posteriQr: 1 X 1 X
1 X EQ(K k) Eg (K k)
&(Q), Epq o dr(Q(Si;P);S): 2 k=1 k=1
i=1 With such lemma, it is more convenient for us to derive
Furthermore, to obtain a PAC-Bayesian bounddidiQ),  generalized PAC-Bayesian kl-bound or Catoni-bound for
we also consider the followingxpected multi-task risk independenfo; 1]-valued random variables as follow.

X
&@(Q), Epg 1=n  er(Q(Si;P);Di): (8) Theorem?2 LetF be a set of random variablefs. Let
=1 S = f «gf., be a sequence of random variables with
We will write Q(S;; P) aSQ| for abbreviation when the each component, (k 2 [K]) drawn independently ac-
context is clear. The notations of PAC-Bayesian smglecoigmg to the measurey overt sef\,. LetR(f) =
task learning and meta learning are listed in Table 6 inL a0, r(f)= L K g «), where
K k=1 k K k=1 Yk\ls k),
Appendix H for convenient reference. The PAC- Bayeslargk - E Ak I [0;1] is a bounded function. Denote

meta-learning theory thus will give an upper bound onthez,  (R(f));E; (r(f)) by (R); (r) respectively. Then
transfer risker(Q) of the hyper-posterioR accordingtoits g > o; > 0, for any prede ned distribution 2 M 1(F),
empirical multi-task riskér (Q) or its expected multi-task ith probability at leastt ~ over the draw o8, the fol-
risk &r(Q). Such results will be detailed in the next section. ‘lowing two inequalities hold for any measure)verF

K )+in@ k=),
K ;
We provide fast-rate PAC-Bayesian bounds for meta- (R) (r) N K(; )+In(1=).
learning in two common scenarios: (1) All samples and K@l e x) K1 e r) '
all tasks are independent (we also show how to derive the N )
Gibbs optimal hyper-posterior by minimizing our Catoni- Proof Sketch. Note thatD( (R); (r)) = K(; )+
bound). (2) Samples from different tasks are dependent. INEr  Ese P(RIT@) =" holds with high probability
for any convex functiorD( ; ). With Lemma 1 we can
4.1. PAC-Bayesian Bounds for Meta-Learning with boundEse P (1) (1) with the MGF of convex function
Independent Samples of the sum of i.i.d. Bernoulli rvs. Settind (p; 0) aski(q; p

or 7(p) g, and using Theorem 1 nish the proof.
To give fast-rate PAC-Bayesian bounds for meta-learning,

we need to choose convex functibr{p; @) and then bound L oap) = Yinf1 [1 exp( a)pg,a2 R,p2 [0;1]

4. Theoretical Results KIC (r); (R))
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SettingF = H;g« = I;Ax = Z, we can recover the result dr(Q) has an order OO(ﬁ). Both bounds have a fast

in Theorem 1. As shown in (Maurer, 2004) [Equation (2)],convergence rate w.r.t. the number of their observations.
the PAC-Bayesian kl-bound in the right hand side (RHS)Therefore, Theorem 4 provides the tightest PAC-Bayesian
of the above rst inequality gives the optimal orderkn.  bound for standard meta-learning in this paper. Setting the
Applying Pinsker's inequalitykl(p; 0) 2(p g2 we above kl-bound and Catoni-bound as objective functions
can obtain a bound on the deyiatipr(R) (r)j with can lead to two meta-learning algorithms for classi cation
a slow convergence rate 6f(1= K). Further, applying problems, which will be detailed in the experiment section.
the stronger versiokl(p; 9 (p 0)?=(2g) whenq > p

gives a fast convergence rate@flog K=K ) for general- 4.2, Optimizing PAC-Bayesian Catoni-Bound with

ization bound. Such analysis leads to our fast-rate PAC-  Gibbs Optimal Hyper-posterior

Bayesian kl-bound for meta-learning as below. ) ) - ]
In this subsection, we show how to utilize our Catoni-bound

Theorem 3 For any prede ned hyper-prioP, with prob- tO obtain the closed-form formula of the Gibbs optimal
ability atleastl ~ over the draw of the training sample hyper-posterior. As shown in (Zhang, 2006) [Equation (5)],

fSigl, , the following holds for any hyper-posteriQ: we can derive an explicit form of the optimal posterior
s formin f (r)+ K(; )g, where 2 R. The ob-

tained posterior is called Gibbs optimal posterior (Catoni,
er(Q) dr(Q)+ 2007). Next, we apply such strategy to the minimization of
our PAC-Bayesian Catoni-bound for meta-learning in The-
_ ) P, ] P orem 4 to establish the explicit form of the Gibbs optimal
where = K(Q:P)+ Epq i K(Qi;P)+In " hyper-posterior. We rst give a corollary of Theorem 4 by

To prove the above result, applying the ki-bound in The_choosmg the Gibbs optimal posterior for each training task.

orem 2 to bound(er(Q); & (Q)) andki(er(Q);4r(Q))  corollary 1 8i 2 [n], any priorP 2 M 1(H), any train-
respecttjlvelydand t(rg)n ‘f'nghthe “_”'%g bot‘_mdg‘zal‘_n Obta”t‘ 8hg datafSig., , let Q; be the Gibbs optimal posterior
upper bound orr(Q). As shown in (Pentina & Lampert, dQ, _ . _ i

2014; Amit & Meir, 2018), the proof of the bound for meta- SUCh_ thatﬁ —mz(gfs)mér(h,'si)g—Z(Si ' .P)' 'Where
learning is always divided into two parts: bounding the devi—Z(Si P)= e i . dP.(h) IS a ngrmahza’uon con-
ationser(Q) e (Q) ander(Q) dr(Q) respectively. The stant. Ther8 > 0; C_1_> 1, with probatglhty at leastl _
contribugjon of our Theorem 3 lies in the task-level complex-CVer the draw of training datasetss;g, , the following

holds for any hyper-posteridD:
ity term  2-2(9) 4+ 2_ on the deviatiorer (Q)  ér(Q).

mn

P r _—
K@Q:P)+ln = =~ 2 @(Q), 2
2n mn mn’

When the empirical erratr (Q) is close to zero, such bound  g() €C1InCy PO 1 a [INZ(Si;P)]
has an magnitude @(""{™)) which is tighter than the (Gt e 1) nm._,
bound ofO(-#=) in (Pentina & Lampert, 2014, Theorem Ci K(Q;P)+In 2 eC;1InCy K(Q;P)+In 2

i i . + + :
1) whenn << m . Besides that, tlae Ir(]an\gronment level n(C: 1) nm(C: L) 1)

complexity of our derived kl-boun@®( +—) halves the

Iogéf\rﬂmic dependence ofin the numerator, while it is An analogous result that is also derived by setting Gibbs op-

timal posterior for each task can be found in (Rothfuss et al.,
O( &) in the bound of (Amit & Meir, 2018). Moreover, 2021) [Corollary 1]. Omitting the empirical error part, both
using the Catoni-bound in Theorem 2, we can achieve ouRothfuss's bound and our bound share the same order of
tighter PAC-Bayesian Catoni-bound for meta-learning. O (% + ﬁ)K(Q; P) . However, Rothfuss's bound has an
extra constant (i.e1=8) that can not vanish with the increase

(0:1), anyCy: C, > 1. with probability at leastl over of the size of training samples. Therefore, our generaliza-
’ ’ 1,2 ’

the draw of the training sampleS; g, , the following holds tion bound has a better asymptotic behaviour. Next we can
for any hyper-posterioQ: h obtain the explicit form of Gibbs optimal hyper-posterior by
minimizing the RHS of the inequality in Corollary 1.

Theorem 4 For any prede ned hyper-priolP, any 2

C:C2InC1InCy Ci1 K(Q;P)+In(2 =)
er(Q) m‘h@” n(C: 1) Corollary 2 (Gibbs Optimal Hyper-posterior) For any
CiC2InCi K(Q:P)+Epo ™, K(Qi;P)+(2=) hyper-priorP 2 M 1(M 1(.H)) and any training dataggts
+ € 1)(C, 1nm : fSi g, , the hyper-po;tenoQ 2M 1§M 1(H)) t.hat mini-
mizes the PAC-Bayesian meta-learning bound in Corollary 1
The proof strategy is also to bound the deviatien&) has the following explicit form:
@ (Q) ander(Q) dr(Q) respectively. If we suppress the
KL-complexities in the numerator, the bound er{Q) d&(P) = expf — X InZ(S:; P)g=Z(S; P):
@ (Q) has an order 0O(}) and the bound oer(Q) dP nm._ a r
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eC,1InCy

where = B D D pm S + &gy, Theorem 5 In the same setting of Theorem 2 with the only

P = o - ; difference thas = f g¥_, is a sequence of dependent ran-
Z(SiP) = ) XPlag iy In2(SP)gdP(P) Is dom variables. Let (Sk) denote the fractional chromatic
number of the dependence graptsofThen with probability
As pointed out by (Rothfuss et al., 2021) [Proposition 1]with atleastl  over the draw o8, the following holds
the explicit form of the Gibbs optimal hyper-posterior in for any measure overF :
Corollary 2 makes it much easier to optimize the meta- (S) 2 K
learning bound in Corollary 1, than to directly optimize the ~ KI( (r); (R))  — —[K(: )+In( - ﬁ)]:
Catoni-bound in Theorem 4 which needs to le@rand
fQigL, simultaneously. We will use statistical inference A previous result to deal with non-identically non-
methods to approximate the aba@e and thus develop an independently distributed data is the PAC-Bayesian chro-
ef cient Gibbs optimal hyper-posterior (GOHP) algorithm matic bound in (R@Iaivola etal., 2010) [Theorem 28], whose
for regression problems in the experiment section.

a normalization constant.

S

order is abouO( '“K—K). The main difference between

Ralaivola's bound and ours is as follow: the bound in
Ralaivola's Theorem 28 is obtained by directly using a chro-
matic concentration inequality from (Janson, 2004) to bound
In this subsection, we consider the meta-learning settin§'e moment generating function (MGF) of the kl-divergence
where dependence exists between different tasks and b&-dependent samples; instead, we employ graph decompo-
tween different samples. Our strategy is to split the deperfition techniques from (Janson, 2004) to encode dependent
dent random variables into different groups of independens@mples into independent sets and then apply our Lemma 1
random variables. Such splitting strategy is originated from© bound the MGF of the kl-divergence of independent sam-
(Hoeffding, 1963) and typically developed by (Janson, 2004ples, leading to a tighter chromatic PAC-Bayes bound of
with graph decomposition techniques. We introduce twd2(")) in Theorem 5. Finally, applying the above theorem
signi cant concepts aboubependence Grapthat help us  to boundki(er(Q); & (Q)) andki(er(Q); ér(Q)) respec-

analyze the meta-learning setting with dependent sampledively, we obtain our chromatic PAC-Bayesian bound for
meta-learning with dependent tasks and dependent samples.

4.3. PAC-Bayesian kl-Bound for Meta-Learning with
Dependent Samples

De nition 1 (Dependence Graph) L& = f 1;:::; kg . . . .
be a set oK random variables. The dependence graph'€orem 6 For any given hyper-prioP, with probabr:hty
('S) = (V;E) of S is such that at leastl ~over the draw of the training sampi&s; g, ,
the following holds for any hyper-posteri@:
« the set of vertice¥ of ( S)isV =[K]g. r— rh——

1 2 ,&1(Q) . 2 5.
* (i;j ) ZE(i.e., there is no edge betweeandj), | er(Q @(Q)+ 2n * mn * mn
and ; are independent.

q__
where 1 = (D)K(Q;P)+In(2 —f55), 2 =

De nition 2 (Fractional Covers (Janson, 2004)) Let P, P

(V: E) be an undirected graph witlf = [K]. (S) K(Q;P)+ Epq 5 K(Qi;P)+In % :

o _ ) _ (D); (S) denaote the fractional chromatic numbers of
+ C Visindependent if the vertices i are indepen-  the dependence graphsbf= fD;g",,S= fSg", .
dent (i.e., no two vertices i@ are connected). h -
It is not dif cult to see that, when all sampleS =
o ; fz; g{;]f";l in meta-learning are sampled independently, the
eachC; is independentand;_, Cj = V. proper exact fractional cover of S) = fV;Egisf(V;1)g.
e C = f(Cw )ng:1 , with C; V andw; 2 [0;1] Tr;]ereft?lrzl t('sb) T 1 .SEV[\)/? cr:]an also obtallndthactj (D) Zl .
is a proper exact fragional cover of if C; is inde- when afl distributions L=, are sampled independently
dentand@i 2 v |3 1. -1 w(C) = from the task environment. In this case, Theorem 6 de-
eJn ent andl rj= Witz T4 W(C) = grades to the PAC-Bayesian kl-bound for meta-learning with
j=1 W is de ned as the chromatic weight Gf. independence assumption in Theorem 3. Another example
for calculating (D) in dependent meta learning setting is
| provided in Example 1 in Appendix D.

+ C=1( gle ,WithC;  V _is a proper cover oV if

* The fractional chromatic number () is the mini-
mum chromatic weight over all proper exact fractiona
covers of the dependence graph( V;E). We should point out that in Theorem 6 (or Proposition

g in the Appendix D), our environment-level complexity
Then we can obtain a chromatic PAC-Bayesian kl-bound for (D) ] L .
dependent random variabl8s= f 1;:::; « @ 2n (K(Q;P)+In( = ?D))] oner(Q) @(Q)is




Fast-Rate PAC-Bayesian Generalization Bounds for Meta-Learning

Table 2.Comparisons of different PAC-Bayesian meta-learning methods. The average test bounds and test errors are reported over 20 test
tasks (the shows the95% con dence interval) in three different pixel-shuf ed environments.

100 Pixels Swaps 200 Pixels Swaps 300 Pixels Swaps
Method Test Bound Test Error (%) Test Bound Test Error (%) Test Bound Test Error (%)
Variational Bayes N/A 1:606 0:001 N/A 1:962 0:001 N/A 2:649 0:130
MAML N/A 1:876 0:001 N/A 2:241 0:002 N/A 2:788 0:102
(Seeger, 2002) 0:133 0:034 1629 0:000 | 0:285 0:049 1972 0:001 | 0:408 0:062 2523 0:001
(Pentina & Lampert, 2014) 0:190 0:022 1939 0:001 | 0:240 0:030 2631 0:002 | 0:334 0:036 3767 0:003
(Amit & Meir, 2018) 0:126 0:012 1587 0:001 | 0:197 0:019 1948 0:001 | 0:270 0:018 2630 0:001
(Rothfuss et al., 2021) 0:174 0:023 1921 0:001 | 0:224 0:030 2634 0:.001 | 0:318 0:036 3754 0:003
kl-bound (ours) 0:119 0:024 1746 0001 | 0:189 0:027 2594 0:.001 | 0:359 0:042 2993 0:002
Catoni-bound (ours) 0:093 0:027 1:545 0:001 | 0:128 0:025 1:889 0:001 | 0:210 0:035 2:433 0:001

tighter than that in (Pentina & Lampert, 2015) [Theoremtasks, each of which is composed of 60,000 training exam-
a], which only bounds the deviaticer(Q) er(Q) with ples; while in the meta-test phase, each task is constructed

r(]D) [K(Q:;P)+In( J= )], where] denotes the size of with fewer training samples (2,000). We choose a fully-

connected network with 3 hidden layers and a linear output
the dependence graphD). Nevertheless, we also need to . .
: : ) layer as backbone. All experiment details are set the same as
admit that in the current version we are unable to extend ou

Uhat in (Amit & Meir, 2018). We report the test bounds and

PAC-Bayes Catoni-bound to the generalized meta-leaming, o s o the novel tasks of various methods in Table 2.
setting. This may somewhat imply that the kl-bound is more

exible than the Catoni-bound to be applied to learning Regression Environments We conduct regression experi-

settings where training data show some dependencies. ments with one synthetic and four real-world meta-learning
environments. The rst synthetic environment is composed

5. Experiments of regression tasks that can be interpreted as a 2-dimensional

In this section, we empirically demonstrate the effectivenesgnixture of Cauchydistributions plus a random Gaussian
of our theoretical analysis for meta-learning over the classiProcesses function. Fpr the s_econd enV|.ronrr.lent, we gmploy
cation and regression problems with deep neural networks‘.jat_asets corresponding to Q|ﬁerent cgllbratlon sessions of
For classi cation problems, we directly set our kl-bound SWiss Free Electron Lasg8wissFE). (Milne et al., 2017).
(Theorem 3) and Catoni-bound (Theorem 4) as minimizal Ne other two environments are constrqcted by using the
tion objectives, with the bounded cross-entropy logs¢p-  datasets fronPhysioNe®012 challenge (Silva et al., 2012),
Ortiz et al., 2021) for model optimization. For regressionWhich contains the time series of electronic health mea-
problems, we develop a Gibbs optimal hyper-posterior gisurements from patients, in t(_arms of the Gliasgow Coma
gorithm with Bayesian neural networks (GOHP-NN). Con-S¢@le GC3 and the hematocrit valu¢iCT). Finally, we
cretely, we choose the classical statistical inference metho§reate theBerkeley-Sensoenvironment where the tasks
called Stein Variational Gradient Descent (SVGD) (Liu "€€d to make prediction of temperature measurements cor-
& Wang, 2016), to approximate the Gibbs optimal hyper_regpgnd|ng to the sensors installed in d|ff_erent plqces of one
posteriorQ in Corollary 2 (withC; = 2). The mean building (Madden, 2904). Mc_)re detailed information ak_)out
squared error is selected as the loss function for regressidfi® tasks in regression environments can be found in the
problems. In practice, the squared loss is always bounde@PPendix F.1. We set the same experiment setup as that
so we choose it for model optimization for fair comparisons!n (Rothfuss et al., 2021). Then we report the root mean
with existing methods. The detailed pseudo-code of oupduared errors (RMSE) over the novel tasks in Table 3. The
proposed meta-learning algorithms for classi cation andresults of other methods are directly cited from (Rothfuss

regression problems can be found in the Appendices E-F.6t @l 2021) [Table 1]. Note that Rothfuss et al. do not
report test bounds over the novel tasks in their original work.

5.1. Experimental Setup So Table 3 only reports the test errors for fair comparison.

Classi cation Environments. We conduct classi cation 52 Experimental Results
experiments in three different task environments, based o o

the augmentations of the MNIST dataset (Yann, 1998). Eac#l_a§3|_c§1tlon Results From Table 2’_We_ can see that
task from the same environment is constructed by a xe inimizing our pr_oposed two generz_;\hz_atlon bounds can
number of pixel swaps to ensure the task relatedness. Thaechleve competitive results w.r.t. existing PAC-Bayesian

three environments are created by swapping 100/200/30;61(rata-l\(/a‘arrl:;]ngnmstrl\ct)dsl,(|n tgrrrr:;s OI tﬁSt bo;ug:dst a:idbtes;gr—
pixels respectively to increase the classi cation dif culty. ors over the novel tasks. articularly, our t.atoni-bou

During the meta-training phase, we choose 10 trainindnethOd can obtain the tightest test bounds and lowest predic-
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Table 3.Comparison of meta-learning algorithms in terms of test RMSE in 5 regression environments. Reported are mean and standard
deviation across 5 seeds. Our GOHP-NN achieves competitive averaged error over 5 environments.

Method Cauchy SwissFel Physionet-GCS| Physionet-HCT| Berkeley-Sensor

Vanilla BNN (Liu & Wang, 2016) | 0:327 0:008 | 0:529 0:022 | 2:664 0:274 | 3:938 0:869 | 0:109 0:004

MLL-GP (Fortuin & Ratsch, 2019)| 0:216 0:003 | 0:974 0:093 | 1:654 0:094 | 2:634 0:144 | 0:058 0:002

MLAP (Amit & Meir, 2018) 0:219 0:004 | 0:486 0:026 | 2:009 0:248 | 2:470 0:.039 | 0:050 0:005
MAML (Finn et al., 2017) 0:219 0:004 | 0:730 0:057 | 1:895 0:141 | 2:413 0:113 | 0:045 0:003
BMAML (Yoon et al., 2018) 0:225 0:004 | 0:577 0:044 | 1:894 0:062 | 2:500 0:002 0:073 0:014

PACOH-GP (Rothfuss et al., 2021)) 0:209 0:008 | 0:376 0:024 | 1:498 0:081 | 2:361 0:047 | 0:065 0:005
PACOH-NN (Rothfuss et al., 2021)) 0:195 0:001 | 0:372 0:002 | 1561 0:061 | 2:405 0:017 | 0:043 0:001
GOHP-NN (ours) 0:198 0:016 | 0:333 0:013 | 1:521 0:067 | 2:422 0:013 | 0:043 0:004

@) (b) (c) (d)
Figure 1.Comparisons between our bounds (i.e., kl-bound & Catoni-bound) and other bounds (i.e., Pentina-bound & Amit-bound). Both
test bounds and test errors are averaged over 20 meta-test classi cation tasks from 200-pixel-shuf ed environment. (a)-(b): Results across
a range of numban of training tasks. (c)-(d): Results across a range of samplesiger training task.

tion errors over all tasks from different environments. Thisis(1) Both the test bounds and the test errors of all methods
consistent with our theoretical results that the Catoni-boundiecrease with the increaserofndm. (2) Our proposed two

is so far the tightest PAC-Bayesian bound for meta-learningoounds can achieve competitive performance with respect
Meanwhile, the prediction performance of different meth-to the existing methods. Particularly, our PAC-Bayesian
ods gets worse with the increase of the number of pixelCatoni-bound obtains the tightest test bounds and the lowest
swaps. This indicates the importance of the task relatednedsst errors over the novel tasks, empirically validating the
of environment to the success of meta-learning approachesffectiveness of our theoretical analysis for meta-learning.

Regression Results From Tablc_e 3, we can pbserve that §. Conclusions
our proposed GOPH-NN algorithm can achieve compara- . _ _
ble results w.r.t. the state-of-the-art PAC-Bayesian metalhis work provides a uni ed demonstration framework of
learning method PACOH (Rothfuss et al., 2021) over sthe PAC-Bayesian bounds for single-task learning and meta-
regression environments. Speci cally, our GOPH-NN canléarning. The tightest PAC-Bayesian kl-bound and Catoni-
obtain the lowest test errors on 2 regression environmentgound in single-task learning are generalized to the meta-
yield competitive test errors on other 3 regression environlearning setting, followed by two bound-minimizing meta-
ments. The detailed reasons that GOHP can achieve aniarning classi cation algorithms. Next, we show how to
ogous results with PACOH can be found in Remark 2 inobtain the closed-form formula of the Gibbs optimal hyper-
Appendix F. Therefore, we can conclude that our proposedOSterior by minimizing our Catoni-bound, leading to an
PAC-Bayesian Catoni-bound, can obtain comparable perfoff cient meta-learning regression algorithm. In addition,
mance with respect to the latest meta-learning regressioie obtain a chromatic PAC-Bayesian kl-bound for the more
methods, in terms of average test errors on the novel task§hallenging meta-learning setting where training data show
i some dependencies. Experiments on classi cation and re-
Convergence AnalysisWe compare the convergence rates gression problems further validate the effectiveness of our
of our two PAC-Bayesian bounds and other two Class'Cagroposed PAC-Bayesian bounds. In particular, our Catoni-

bounds (Pentina & Lampert, 2014; Amit & Meir, 2018) ,5nd obtains the tightest test bounds and the lowest test
in the 200-pixel-shuf ed classi cation environment. The arrors in classi cation problems, and achieves compara-
average test bounds and test errors are calculated over i resuilts with existing methods in regression problems.
novel tasks across a wide range of the numibef training  oyerall, we show how to derive two fast-rate PAC-Bayesian

tasks and across a large range of the samplersiper task.  poynds for meta-learning, and show how to apply these
The visualization is shown in Figure 1. We can nd that: honds to different settings to yield more theoretical results.
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APPENDIX

A. Auxiliary Results

We rst recall Lemma 2-5 before obtaining our results.

Lemma 2 (Berend & Tassa, 2010)[Lemma 5.2] Let

f «gf., be independent random variables with(0

k a&)=1.Forl k K,let ¢ bearandom vari-
able assuming only the valuBsindax and having the same
expectation as, i.e. E ¢ = E k. Then for any convex
functiong: R! R,

Lemma 3 (Berend & Tassa, 2010)[Proposition 3.1] Let

f «df.; be asequence of mdependent random variables

with P (0 Kk 1) =1,f o, beasequnce of i.i.d.

Bernoulli random variables witE , = K (
Then for any convex functiay

K
k=1 k)

X
Eg( k)
k=1

Remark 1 I{,JEIng Jensian S Imequallty of convngfunct@n
we haVEg( k=1 ) g( k=1 k) Eg( k=1 k)

Thus, what Lemma 3 does is to gplug' the term
Eg(P E=1 k) into the Jensen's inequality ,'le E «)
Eg( Ezl k). So the inequality in Lemma 3 is truly tight.

Corollary 3 (Lemma 1 in the main paper) In the set-Where =

ting of emma 2or Lemlgta 3, for any convex functipn

Eg(K k 1 k) Eg(K k=1 k)
Proof. The composition functiofig f)(x) of the convex
functiong and the linear functiofi (x) = ax + bis still
convex. Setting = %; b= 0 completes the proof.

Lemma 4 (Change of Measure) L& be a set of random
variablesf . LetS = f kg{jzl be a sequence of random
variables with each component (k 2 [K ]) drawn indepen-
dently according to the measurg over the sefAy. Then,
for any function®R(f ), r (f ) overF, either of which may be
a statistic ofS, any reference measureoverF, any > 0,
and any convex functiod : R R ! R, the following
holds for any measure overF :

D(E R(F):E r(fy) <G )+ Er e PO,

whereK (;
tributions and .

) denotes the KL-divergence between the dis-

Lemma 5 (Catoni, 2007)[Lemma 1.1.1] Given indepen-

dent input-output pairsf (xk;yk)gk-; 2 (X Y )X

and a class of cIaSS|I§at|on ruleg = ff : X !

Yg IgtR(f) = K ' & Plf(x) 6 wl, r(f) =

K 1! Ezl 1[f (xx) 6 yk]. Then for any real constant
2 R,andanyf 2 F,

Eexpf [ _(R(f))

r(Hlg 1L

where? ,(p) = a 'Inf1 [1 exp( a)lpg, a2 R,

p 2 [0;1].

B. Proofs of the PAC-Bayesian Bounds for
Meta-Learning with Independent Samples
B.1. Proof of PAC-Bayesian kl-Bound
Proposition 1 (Part of Theorem 2 in the main paper) In the
settlng of Lemma 4, séx(q; p) = ki( p Ig) wherekl(p g =
plnp+(1 I:)p)ln— LetR(f) = 2 © k=1 Eoo(f W),
r(f)= & o1 %(f; «), whereg : A ! [0;1]is

a bounded function. Then with probability at ledst
over the draw of5, the following holds for any measure

p__
)+In 2K
K

k() Ry G

In particular, we have the explicit generalization bound:
r

2 (0,2

NG o

(ri

P
K(; )+In 2K,

Proof. For any xedf 2 F, letf_xgf., bei.i.d. Bernoulli
random variables witk | = Ki Ezl E ,o(f; «). Note
thatkl(p; ¢) is a convex function with respect pandexp

is a nondecreasing convex function, heegpf KkI(p;gg
is a convex function with respect ( > 0). Then setting

= K, we have
EseK KICr (f);R(F))
1 P P
—EK Mg ke (i Kk E W)
1 P K .4 P K
Ee K& ks ik k= E W) (Corollary 3)
p_
2 K:

The last inequality holds due to the fact that for a bi-
Bomlal random variable B(IﬁJ ) 'F:JeK K ) =

boo v (KKK K K;2 K] (Maurer

2004). Then recalllng Lemma 4 and Markov's inequality

2 .(p) is a one-to-one increasing function with respect to
p 2 [0; 1], and is convex whea > 0.
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we have
KIC (r); (R)) KiK(; Y+In By &< KR
KG ) 1 KICr(F);R(F)) =
K + Kln EsEs eK =
_KG )1 Er Ese MUMORI = (Fybini)
K K
K(; ), 1 p_
+ —In(2 K=);

which completes the proof of the rst assertion. Using

Pinsker's inequalitkl(p; @) 2(p ) we can directly
obtain an explicit upper bound gn(R) (r)j with prob-
ability at leastl as follow:

S

p—
K(; )+In 2K

2K

J(R) (N

For the second assertion, note that the rst assertion is equiv-

alent to the below statement (McAllester, 2003) [Eq.(5)]:

p_
K(; )+In 2%

8; K

(R) sup

SKIC(r); )

Thus we can use the tighter version of Pinsker's inequality

KI(p; g) (ng)z , whenq > p. Then, ifkl(p;g x, we
havelg (p+ X)) x3 2px  Oandsojq pj
X+ X2+2px 2x+  2Zpx. Combining this with the
bound orkl( (R); (r)) inthe rstassertion, we can give
a high-probability bound op (R) (r)j with

S

2 (OKG ) +n 25 2K(; )+ 2E]
K K :

We use the above proposition to boukifer(Q); & (Q))
andkl(er(Q); ér(Q)) respectively for meta-learning.

Proposition 2 Forany 2 (0; 1), with probability at least
1 overthe draw oh distributionsf D; g, , the following
holds for any hyper-posteridp:

S

K(Q;P)+In 21

jer(Q) _

& (Q)j

Proof. Notice that
er(Q)= Epq Ems) omer(Q(S;P);D)

1 X
@(Q)= Epq -
i=1

er(Q(Si; P);Dj):

Recalling Proposition 1, we sk = n, f =

P,
= P, = Q, kx = (Di;S), w(f; «) =

Eh o(sip)Ez b l(h;z) 2 [0;1]. Thus with Pinsker's in-
equalityki(p;d)  2(p @)%,
s

P
K(Q;P)+In 2—“_
2n '

jer(Q) e (Q)j

Proposition 3 For any hyper-priorP, any 2 (0; 1), with
probability atleastl  over the draw of the training sample
S = fSig; , the following holds for any hyper-posterior
Q:

: . 2 d&r 2
@ e@ 0@, 2,
P 2P mn
where = K(Q;P)+Epq i K(Qi;P)+In .

Proof. Notice that

1 X
&(Q)=Epo E(,: h.) o on= Ez p;I(hi;2);
i=1
1
@(Q)=Erq Bt ) i Qupy I(hi; zj ):
i=1 j=1
Recall Propo%ﬁion 1, we sét=(P;hyg;:ishy), =P
P", =Q T~ Q,whereQ = Q(S;;P), « = z;,
ok (f; &) = I(hi;z; ). With probability 1 we have,
. . 2 @r(Q), 2 .4
+ :
jer(Q) & (Q)j o o
— Qﬂ . n Zpﬁ
where ; = K(Q i=1 QIdD P") +In =——.
Further, notice thatK(Q ' Qi P PM) =
dQ i, Qi) _
Eq %, oINS = Eq % o ING8 +
L% = K(QP)+ Epq iy K(Qi;P),

which completes the whole proof.

Proof of Theorem 3 in the main paper.

Note that the generalization bounds in Propositions 2-3 are
both two-sided. Actually a one-sided version can be stated
by replacing?=in the two-sided version with= . There-
fore, combining the one-sided bounds in Propositions 2-3,
and applying the union bound to these two high-probability
inequalities nishes the proof.

B.2. Proof of PAC-Bayesian Catoni-Bound

Proposition 4 (Part of Theorem 2 in the main paper)
SetD(q;p = K7(q) pin Lemma 4. LeR(f) =
o B o)) = i k(s k), where
o : F Ax! [0;1]is a bounded function. Then with
probability at leastl over the draw of5, the following
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holds for any measure overF : With almost the same proceedings as that in the proof of
Propositions 2-3, we can immediately yield the following

(R) 1 (r)+ K(G ) +In@ = )] two propositions for meta-learning with the use of Proposi-
K tion 4 and Corollary 4. The detailed proof is thus omitted.

:1 expf < (r) K( )Jlf<|n(1=)g

Proposition 5 For any 2 (0; 1), with probability at least

1 expf =Kg _ 1 overthe draw oh distributionsf D;gi, , the following
(r) + KG ) +In@ =) : holds for anyC > 1 and any hyper-posteriop:
K[1 expf =K g KJ[1 expf =K g] Cine C K(Q:P)+In(l=)
Q) & 7®Q* = — :

Proof. We proceed with similar arguments as that in the
proof of Proposition 1. Denotk «gf.; as independent Proposition 6 For any hyper-prior®, any 2 (0; 1), with

Bernoull rangom variables with , g (f; kg = E k- propabilityatleastL  over the draw of the training sample
SinceD(q; p) is a convex function op, andexp func- g _ g g, , the following holds for any hyper-posterior
tion is a nondecreasing convex function, tlis2 R*, Q:

expf D(q; pgis also a convex function with respectgo

CinC
Then we have & (Q) - ¢r(Q)+
; P
Ese P(ROITD) . C_K(QP)*Epo iy K(QiP)+In(l=).
—Ece D& 1o B o it o o o) c 1 nm '

P P
=Ee D(& E i o ok(fs «)

p(a" Ecr Proof of Theorem 4 in the main papeiCombining Propo-
Ee 7T« = ok (Corollary 3) sition 5 and Proposition 6, we have with probability at least
1 (Lemmab). 1 ,8C1;Co > 1,

Ci1C2InCyInC C1 K(Q;P)+In2 =)
Recalling Lemma 4 and Markov's inequality we have er(Q) (Cll 2 1)(é2 f)dﬂ'(Q)"‘ :

n(C; 1)
1(( (R)) (r)=D( (R); (r)) , GiCInCy K(Q;(2+ ElF),((é2 ?i;n}:n(Qi;P)Hn(z:) |
ZK(; )+In Ef e P(RME)r() @
e i EsEr e PROINM)= C. Proof of the Theoretical Results of Gibbs
_K( )+In@=) InE; Ese D(R(f)ir (f)) (Fubini) Optimal Hyper-posterior

This section details the proof of the theoretical results about
K( )+In(d =), optimizing our PAC-Bayesian Catoni-bound with Gibbs
' optimal hyper-posterior. We rst give the following helpful
lemma that exhibits the explicit form of the Gibbs optimal
posterior to certain optimization problems.

Further, notice that the inverse function of,(p)

is L0 = 229 and the basic inequality
1 exp( x) x,we nishthe whole proof. Lemma 6 (Catoni, 2007)[Lemma 1.1.3]Let: F! Rbe

a measurable function. Then for any prede ned probability

. . measure 2 M y(F), for any > 0, the minimizing
We can derive a more concise corollary of the above resu'brobability measure _of the below optimization problem

Corollary 4 Inthe setting of Proposition 4, let= K In C, min Ef (f)+ K(; )
whereC > 1, thenexpf g= &. Then with probability 2M 1 (F)
at leastl over the draw of5, the following holds for  has the following explicit form:
any probability measure:

d e ()
ClihC C K(; )+In=) oT(f)' z

R 710+ K

R
wherez = _e (Md (f) is the normalization constant.
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Proof of Corollary 1 in the main paper Recall Theorem 4  Applying Lemma 6 to the above minimization problem
in the main paper. We can actually rewrite the PAC-Bayesiarobtains the close-form of the Gibbs optimal hyper-posterior.
meta-learning bound oer(Q) in Theorem 4 as follow if

we setC, = e
P : D. Proof of the PAC-Bayesian kl-Bound for
eC;InC eC;InC,E i-1 K(Qi; P _ _
© e D 11)(e L 1)elivr(Q)+ - nr;(glq 1)(61 1() ) Meta-Learning with Dependent Samples

I {z

| We rst give a fundamental lemma about the property of the
exact proper fraction cover of the dependence graph.

+C1 K(Q;P)+In 2 .\ eC1InCy K(Q;P)+In 2

n(Cy 1) nm(C; 1)(e 1) Lemma 7 (Janson, 2004)[Lemma 3.1] IfC =
f(Cj;W,—)ng:l is an exact fractional cover of the
dependence graph= ( V;E), withVV =[K], then

Actually, terml can be written as follow if we s&p; as the
Gibbs optimal posterior:

P : X X X
eCj_lnC]_ ér(Q)-l- EPQ i=1 K(Ql,P) : 8t2 RK, tk - WJ tk
(C: e 1) nm k=1 j=1  k2c;
P
Then we have P Further,K = 7_, w;jC;j, wherejC; ] is the size of; .
Epq i K(Q;P)
ar(Q) + om Proposition 7 (Theorem 5 in the main paper) L&t be
1 X a set of random variables. LetS = ( g; ; k) be
=Epqg — mér(Q;;Si) + K(Q;;P) a sizeK random vector with each componeni(k 2
nm, [K]) drawn accordlng p the measure, over the set
1 dQ. Ay LEtR(f;S) = L (L E a(f W), r(f;S) =
=Epo — E h;Si)+In -~ 5 P«
PQ nm - hoo mér(h;S)+in =z k:l oc(f; &), wheregy : F A ! [0;1]is a
e (hS 1) bounded function. Then for any reference measuoeer
~Er o 1 En o mdr(h;S)+In & ! F, with probability at leastL  over the draw of5, the
nm._ ‘ Z(Si;P) following holds for any measure
_ 1 Dy - KI(E r(f; S);E R(f; S))
=Bpo . INZ(Si;P) ; (5) 25 .
K +In( - —=);
which nishes the whole proof. kG ) *InG (S))]

Proof of Corollary 2 in the main paper.Recalling Corol-
lary 1 we can obtain the form of the optimal Gibbs optimal
hyper-posterior as follow:

where (S) denotes the fractional chromatic number of
the dependence graph 8f

Proof. According to Lemma 3.2 in (Janson, 2004), the

Q = Qzarg(m'?m» fractional chromatic number is achieved when the cover
n | is the exact proper fractional cover. Therefore, let us just
__€&ilnC, PO 1 [ InZ(Si;P)] considerC = f(Cj;w; )gjJ -, as the exact proper fractional

(€ e 1) L cover of the dependence gragr). Denote | = wlGl,
! K(Q;P)+In 2 N eC1InCy K(Q;P)+In 2 O e have ;i = 1. LetsO) = f ygag, hence the
n(C. 1) nm(Cy 1)(e 1) elements ir50) are all independent. Then we have
= argmin .
Q2M 1 (M 1(H)) ) wiiCij 1
n NG ir(f; S Mi a(f;, 1)
eC:InC, 1 o o K jGij
( 1 )(e ) i=1 o 1 XJ X .
Ci + eC; InC, K(Q,P) _K,_ W; »gl(, I)
n(C; 1) nm(Cy 1 1) =1 12¢
h xn i 1 X
= argmin Ero o InZ(S;;P)+ K(Q;P) : =— o(f; )=r(f;S) (Lemma7):

Q2M 1 (M 1(H)) i=1 K k=1
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Meanwhile we also have hence achieve its minimum when = (S). Thus we
complete our whole proof.
X _ 1 X X
iEsayr(f; sW)y = K W E . a(f 1) With almost the same proceedings as that in the proof of
j=1 i=1  l12¢; Propositions 2-3, we can immediately yield the following
1 X two propositions that apply to meta-learning setting where
=% E o(f; «)= R(f; S) (Lemma7): deper_ldence exists among different samples . The detailed
k=1 proof is left to readers.
Then we have Proposition 8 For any 2 (0; 1), with probability at least
KI(E r(f; S):E R(f; S)) 1 over the draw of distributionsD = fD;g, , the
0 T ’ 0 following holds for any hyper-posteri@:
=kl E ir(f; sty E i Esiyr(f; SW) i , 4
j=1 =1 | CH DIK@P)+In(2T )]
v jer(Q) & (Q)j n ;
JE Kl r(f; SU);R(f; Sy (Jensen)
j=1 where (D) denotes the fractional chromatic number of
N 1 , , the dependence graph Df.
[ K(; )+In E; CiikrsOyR( st
i1 iGj] Proposition 9 For any hyper-priorP, any 2 (0; 1), with
¥ iC K (r SD)R(f SU)Y) probability atleastL.  over the draw of the training sample
JK(; )+in EsnEr €™ T S = fSigl; , the following holds for any hyper-posterior
j= 1Gi Q:
X o aTon ey
i . il . . 2 &r(Q) 2
T~ K y + |n —— B —— _
ey Go) i j@(Q) @ (Q)] m g
P—
_wKG )*+in@=) - JLwinT G where = () K(QiP)+ Epq [ K(QiiP)+
- K K ' In 45% . (S) denotes the fractional chromatic num-
where the second inequality holds due to the ‘change dder of the dependence graph & = fSgl, =

measure' lemma (cf. Lemma 4), the third inequality uses zj ot} j=1-
Markov's inequality, and the last inequality proceeds as the

same as the pyoof of Proposition 1. Further dengte: 4=, ~ Proof of Theorem 6 in the main paper. .
then we have . ; =1, and hence, Combining Propositions 8-9 and utilizing union bound give
b :) the high-probability bound on the transfer risi{ Q).
jJ=1 wi In" jCjj _w X In q Ci We further provide an example as follow to illustrate how
K T K - J 1~ to estimate the chromatic number(S) of the fractional
. 1= cover in the dependent meta learning setting.
X .
w w14 .
< In (Jensen) Example 1 Consider ameta samp®= fz; gi"L; , where
i=1 .
P ; 2P 3 e 8j 2 [m];z; ""* Dy, but there exists dependency between
Win C = W)™ e wiiG) (Schwartz) samples drawn from different distributions. Then we can
Koy w set the exact fractional cover df S) q§f (Gj;1)g-; , and
_w K hence the chromatic number (S) [ 1=n.
K ow’

E. Details of Classi cation Experiments

Combining the above results we nally obtain E.1. Distributions of Neural Network

KICE r(f; S);E R(f; S)) . For classi cation problems, we can develop two meta-
wK(; )+In@2=) W K (5) learning algorithms by directly setting our kl-bound and
K K In W: Catoni-bound as minimization objective functions. It suf-

ces to specify: (1) the explicit form of KL-divergences in
Actually, the RHS of inequality (5) is an increasing function our meta-learning bounds, (2) how to approximate the ex-
with respect tav (the detailed proof is left to readers), and pectationP Q . To tackle the rstissue, we need to de ne
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(a) kl-bound (b) Catoni-bound (c) kl-bound error (d) Catoni-bound error

Figure 2.Average test bounds and test errors of our two bound-minimizing meta-learning algorithms on new classi cation tasks for
different numbers of training-tasks and for different pixel-shuf ed environments (average over 20 meta-test tasks). (a)-(b): Test bounds of
kl-bound and Catoni-bound. (c)-(d): Test errors of kl-bound and Catoni-bound.

the distribution of the hypothesis clads= fw :w 2 R4g  Algorithm 1 Catoni-bound-minimizing meta-learning algo-
(i.e., neural networks), wherkis the dimension of the pa- rithm (meta-training phase)
rametemw. As that in previous work (Amit & Meir, 2018),  1: Input: Datasets fronm training tasksSi; :::; Sy .
we rst set both the hyper-prior and hyper-posterior over 2: Output: Parameters of hyper-posterioQ .
M 1(H) as isotropic Gaussian: 3: Initialize:
40 = (p;p)2 R =(4; )2 R%E =
P=N(©; 3lg 0);Q =N(; 3la a); 1500

) 5: while not convergeddo
where p; o > O are both prede ned constantsjs the 6: fori2f1:ngdo

optimization parameter. Then the KL-divergence between -. Sample a mini-batcB? from datasets; .
Q andP can be calculated as 8 CalculateEp o dr(Qi;S;) with the mini-batch
jjiz+ 2 1 SP by averaging Monte-Carlo draws.
K(Q :P)= % +In & > (6) 9 CalculateK (Q ;P) with Eq. (6).
P Q 10: CalculateEp o K(Q ;P ) with Eq. (7) by av-
eraging Monte-Carlo draws.

Next, we consider the form of prior and posterior over the
hypothesis spadd . We de ne the prio® and the posteri-
orsQ , ( i 2 RYis the hyperparameter) as the factorized
Gaussian distributions for computational convenience:

end for

12: Calculate the meta-training Catoni-bound in
Eq. (4) with Ep o @r(Qi;Si), K(Q ;P) and
Erp o K(Q ;P),i=1;u5n.

v 13: Calculate the gradient of Catoni-bound w.r.t
P (w)= N (Wg; pk; g;k); f; 1,35 ngusing backpropagation.
k=1 14:  Take an optimization step.
15: end while
Q. (W= NWqux; &) 16: Return
k=1

where =( p; p) 2 R% s composed of the means
and log-variances of each weight.x = In ,%;k k2 [d].
The posterior vector§ i; i) 2 R?? has a similar structure.
Then the KL-divergencK (Q ;P ) can be calculated as:

above discussions, we can derive two PAC-Bayesian algo-
rithms for meta-learning classi cation problems with deep
neural networks. The detailed pseudo code of setting our
PAC-Bayesian Catoni-bound as training objective is shown
v 5 5 5 in Algorithm 1, where we se€; = 2;C, = 3 for con-

1 In Pk 4 (i + (i Pk)°) 1: @ venience. The pseudo code of minimizing our kl-bound
2. 3 2. can be illustrated in a similar way. In practice, we set the
parametersp = 2000 and o = 0:001respectively, and

the con dence parameter= 0:1. ADAM is chose as the
optimizer with learning rate af0 * for all experiments.

Secondly, to approximate the expectati®n Q in our
kl-bound and Catoni-bound, we utilize the Monte-Carlo
method. Concretely, we calculate the expectations by aveBuring the meta-test phase, the informative prior is sampled
aging several Monte-Carlo samplesPbfand adding Gaus- randomly from the learned hyper-poster@r, and we take
sian noise to the parameteduring the meta-training pro- this prior and the scarce data of the novel task as input
cess:”= + , N (0 éld 4). Therefore from the to learn a posterior. The test bound is calculated on the
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(a) kl-bound (b) Catoni-bound (c) kl-bound error (d) Catoni-bound error

Figure 3.Average test bounds and test errors of our two bound-minimizing meta-learning algorithms on new classi cation tasks for
different sample sizes per training-task and for different pixel-shuf ed environments (average over 20 meta-test tasks). (a)-(b): Test
bounds of kl-bound and Catoni-bound. (c)-(d): Test errors of kl-bound and Catoni-bound.

novel task by using the PAC-Bayesian bound for single-taskasks and the sample size per task of different environments.
learning as the minimization objective (i.e., only calculateThe comprehensive introduction of each environment can
the task-level complexity in the meta-training bound). be found in (Rothfuss et al., 2021) [Appendix E].

E.2. Convergence Analysis of PAC-Bayesian kl-bound  F.2. Approximating Gibbs Optimal Hyper-posterior
and Catoni-bound for Meta-Learning with SVGD Inference Method

In this subsection, we provide visualization of the convera|gorithm 2 GOHP with SVGD approximation o€
gence performance of our kl-bound and Catoni-bound. Suc{meta-training phase)

experiment is conducted for a large range of the numbery: Input: Hyper-priorP, datasetS,; :::; Sn.

n of training tasks and a large range of the sample size . Hyper-parameter: SVGD kernel functiork( ; ), step
per task in different classi cation environments. Detailed size , scaler factor in Eq. (8).

information can be found in Figure 2 & Figure 3. We can 5. Output: Set of priors P ;5P , g.

observe that: (1) With the increase of the number of meta-,. |nitialize: = [ 1o k] with ¢ P .

training tasks, our meta-learning algorithms by minimizing . \yhile not convergedio

the proposed kl-bound and Catoni-bound can achieve lowerg. o k = 1:::K do

test bounds and lower test errors over the novel task. This.

fori=1;::;ndo

veri es the asymptotic behaviour of our two meta-learning . InZy  MLLEstimator (Si;P ,)

bounds. (2) When the number of training task or the sample q. end for

size per task is rather small (i.e,,= 1 orm = 5;000, 4. r.nQ@ r _InP+ — P "rInZik
both our kl-bound and Catoni-bound suffer performance;;.  and for mo 1L '
degradation. However, when 2orm 10,000 our ;. + Kr InQ +r K //SVGD update

two bound-minimizing algorithms obtain much better per-;3. and while

formance. Thl$ mdmgtgs the value of extractm.g knovylgdgel4: Return fP ;=P . g
from other similar training tasks that have suf cient training
data. (3) Our Catoni-bound can always achieve a lower level ) . )

than kl-bound, in terms of the test bound and the test errol this subsection, we detail how to employ the inference

which is consistent with the tightness of the Catoni-bound Method SVGD (Liu & Wang, 2016) to approximate the
Gibbs optimal hyper-posterid@ . We borrow the idea

from (Rothfuss et al., 2021) to develop our GOHP algorithm.
Concretely, SVGD approximaté€3 as a set of particles

F. Details of Regression Experiments

Table 4. The numben of meta-training tasks and the sample size Earamet'erF.’ Ir_]ll::a”y’ we Sda}mpld<h partlci!e§fk from the
m per task in different regression environments. yper-priorP. Then according to the explicit form @ in

Cauchy SwissFEL Physionet (GCS-HCT) Berkeley Corollary 2 of the main paper, we can compute the gradient

n 20 5 100 36 of Q w.r.t. the parametersy; k 2 [K]:
m 20 200 4-24 288
r.mnQ (W=r InP(«)
F.1. Regression Environments + 7)@ r . InZ(Si;P.); ®)
. - . . nm - Kk (R} k/1
We provide more details on the ve regression environments =1

in Table 4. The information includes the number of trainingwhere the marginal log-likelihood (MLUp Z (S;; P , ) is



